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Abstract. Flight software (FSW) manages the mission-critical tasks of
spacecraft, from control and communication to data processing. Find-
ing its vulnerabilities is critical, since even a denial-of-service flaw can
interrupt a mission, sever communication, or push a spacecraft off its in-
tended orbit. Fuzzing is a natural fit for this task, but FSW accepts only
inputs that obey a strict command syntax, and traditional coverage-
based fuzzers rarely produce them. Deriving that syntax, in turn, has
required manual analysis of command structures, which is inefficient and
hard to scale to complex systems. We address this challenge with SAT-
Fuzz, a fuzzing framework that automatically extracts FSW command
syntax by providing an LLM with call graphs, source code, and manuals.
Our evaluation on NASA cFS, SUCHAI, and C2A shows that SATFuzz
achieves higher coverage and discovers more vulnerabilities than tradi-
tional coverage-based fuzzing.

1 Introduction

Once a spacecraft leaves the ground, software is all that keeps the mission
alive. Flight software (FSW) controls spacecraft such as satellites, orchestrat-
ing mission-critical functions including attitude control, orbit maintenance, pay-
load processing, and telecommand/telemetry exchange with the ground seg-
ment [5,11]. On a remotely operated cyber-physical system, an FSW fault is
rarely just a crashed program. A single command-handler crash, reboot loop, re-
source exhaustion, or denial-of-service condition can sever the link to the ground
and strand the spacecraft in an unsafe state, with no operator able to step in
and reset it [14,15].

These risks make pre-deployment bug discovery especially important. To ad-
dress this need, recent studies have explored fuzz testing (fuzzing in short) [9]
as a practical technique for exposing latent bugs and robustness violations in
satellite FSW and firmware [5,12, 14].

However, traditional byte-level mutation is limited when fuzzing FSW be-
cause many relevant inputs are highly structured. This is especially problematic
at the telecommand interface through which ground operators control space-
craft behavior. Telecommands typically identify a target application or mod-
ule, specify an operation, and carry command-specific parameters. For example,



NASA cFS routes Software Bus packets by message identifier, while applica-
tions use command or function codes to select command handlers [11]. Because
command dispatchers and handlers validate these fields before executing the re-
quested functionality, inputs with invalid message identifiers, function codes, or
parameter layouts are rejected early [5]. Consequently, byte-level fuzzers such as
AFL [16] often corrupt command syntax and remain confined to shallow rejection
paths.

This reflects the broader structured-input fuzzing problem: grammar-blind
mutation often stalls in parser or validation logic, whereas grammar- or syntax-
aware fuzzers preserve input validity and reach deeper program states [2,7,13].
Applying such fuzzers to FSW telecommands, however, requires a target-specific
command-dispatch specification, not just a generic grammar: it must capture
which message identifiers and function codes select each handler, how the pay-
load is interpreted, and what parameter constraints must hold. Such a specifi-
cation is rarely available as a standalone schema. Dispatch logic is spread across
source files, command tables, callbacks, and call relationships, while parameter
meanings and constraints are documented separately in comments, manuals, or
other mission artifacts. Recovering them therefore requires manually correlating
code and documentation, which is time-consuming and scales poorly with the
number of applications and commands.

To address this challenge, this paper proposes SATFUZZ, a novel fuzzer that
leverages FSW command syntax specifications extracted from source code and
documentation. The key idea is to guide an LLM with program-analysis context:
traditional static analysis first localizes command-relevant code and call rela-
tionships, and the LLM then combines this context with source-code comments,
documentation, and developer manuals. From these artifacts, SATFUZz infers
message identifiers, function codes, parameter schemas, and field constraints.
The resulting specification guides command-syntax-aware mutation, preserving
command validity while reducing the manual effort required from analysts.

We evaluate SATFUZZ on three representative FSW systems: NASA’s core
Flight System (cFS), SUCHAI, and the Command Centric Architecture (C2A) [5,
10,11]. Their diverse implementations and command-processing architectures al-
low us to assess whether the extraction method generalizes across codebases. Our
evaluation shows that the extracted specifications preserve command validity,
improve access to command-handling logic, reduce manual input construction
effort, and lead to the discovery of 18 previously unknown bugs.

We summarize our contributions as follows:

— We propose SATFUZzZ, a fuzzing framework that extracts FSW command
syntax specifications and uses them for command-sequence fuzzing.

— We evaluate SATFUZZ on three representative FSW systems, showing that
it preserves command validity, improves command-handler coverage, and
reduces manual input-construction effort.

— We report 18 previously unknown bugs in NASA cFS, SUCHAI, and C2A.

— We make SATFUZzz publicly available: https://github.com/SoftSec-KAI
ST/SatFuzz


https://github.com/SoftSec-KAIST/SatFuzz
https://github.com/SoftSec-KAIST/SatFuzz

2 Motivating Command-Syntax-Aware Fuzzing

We first explain why telecommand® syntax is central to fuzzing satellite flight
software (FSW), then introduce the FSW systems used in our evaluation.

2.1 Why Telecommand Syntax Matters

Satellite flight software (FSW) is command-driven embedded software that op-
erates spacecraft functions through ground-issued telecommands. In many FSW
architectures, a telecommand identifies the target application or module, speci-
fies the requested operation, and carries command-specific parameters [5,10,11].
This syntax is essential for FSW fuzzing: inputs with invalid message identifiers,
function codes, or parameter layouts are rejected before they reach mission-
relevant command handlers. As a result, byte-level mutation often exercises only
shallow validation paths instead of deeper command-processing logic. This pa-
per therefore focuses on extracting valid telecommand syntax so that fuzzing
can preserve command validity and reach command handlers more effectively.

2.2 Command Syntax in Real FSW Systems

NASA Core Flight System (cFS). The Core Flight System (cFS) is a
reusable satellite flight software framework developed by NASA to support di-
verse mission environments through modularity and portability [11]. ¢cFS delivers
ground commands to applications through a message-based interface: message
identifiers route packets to applications, and command codes select application-
specific handlers. Thus, fuzzing cFS requires inputs that preserve both message-
level routing syntax and application-level command syntax.

SUCHALI. The Satellite of the University of Chile for Aerospace Investigation
(SUCHALI) flight software is CubeSat flight software developed at the University
of Chile and deployed on real satellite missions [5]. SUCHAI exposes system
functions through predefined command formats and parameter structures. Its
centralized command dispatch rejects invalid syntax before commands reach
functional modules, making SUCHAI a useful subject for studying command-
syntax extraction beyond a large framework such as cFS.

Command-Centric Architecture (C2A). Command-Centric Architecture
(C2A), developed by the Intelligent Space Systems Laboratory at the University
of Tokyo, is an onboard software architecture designed for reusability and flexible
in-orbit reconfiguration [10]. C2A describes satellite behavior through command
definitions and command sequences. It also supports block commands that group
multiple commands for mode processing, mode transitions, and event responses.

3 We use the terms “telecommand” and “command” interchangeably throughout this
paper.
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Fig. 1. Overview of SATFUZZz, our command-aware fuzzing system.

This design makes command syntax central to fuzzing C2A: valid inputs must
respect command definitions as well as the structure of command sequences.

Together, these systems let us evaluate command-syntax extraction across
different FSW command-processing designs.

3 System Design

3.1 Overview

Figure 1 shows the overall design of SATFUZz. SATFUZZ takes the source code of
a target FSW and its manual-—which describes commands and their formats—as
input, and outputs bug-triggering command sequences. It first statically analyzes
the source code to construct a call graph, which captures command dispatch and
handler reachability. An LLM combines this information with the manual’s com-
mand descriptions to derive a command syntax specification, which initializes
and guides the seed pool for coverage-based grey-box fuzzing.

The grey-box fuzzing module generates and mutates command sequences ac-
cording to this specification, executes them on the target FSW, and collects
coverage and failure feedback. Sequences that increase coverage are retained in
the seed pool for subsequent mutations, while failure feedback identifies bug-
triggering sequences and prevents further exploration from failed executions.
Through this feedback loop, SATFUZZ explores state-dependent command inter-
actions and reports the sequences that expose bugs.

The following subsections detail each component of SATFUZZ. §3.2 explains
how SATFUZZ derives the command syntax specification from the FSW manual
and the static-analysis call graph. §3.3 describes how SATFUZZ generates and
mutates test cases as command sequences. Finally, §3.4 explains how it selects
seeds during a fuzzing campaign.

3.2 Recovering Command Syntax from Code and Documentation

SATFUzz’s LLM-assisted preprocessing stage derives a command syntax spec-
ification, which the fuzzer uses to generate valid telecommands that the FSW
accepts. Satellite flight software rarely defines its command interface in a sin-
gle place. Instead, the relevant details are scattered across the manual and the



source code, where they appear as constant literals, dispatch logic, and com-
mand handler implementations. Gathering these scattered details by hand is
time-consuming and error-prone. SATFUZZ therefore uses an LLM to collect and
organize them into the information needed to generate syntactically valid com-
mands.

This stage draws on two complementary sources: the FSW manual and the
static-analysis call graph. The manual provides high-level descriptions of com-
mand formats, parameters, and constraints, whereas the source code contains the
concrete implementation of command parsing, dispatch, and validation. The call
graph, which SATFUZZ extracts from the source code, captures the structural
relationships between command handlers and internal routines. By combining
the manual with this call-graph context, the LLM identifies command types,
command fields, parameter constraints, and candidate argument values that are
likely to pass input validation.

The preprocessing stage outputs the command syntax specification as a
JSON document. The specification describes the structure of valid commands:
module identifiers, function codes, argument layouts, parameter types, and the
constraints that SATFUZz infers from the manual and the source code. It may
also list candidate values, such as file names, application names, numeric con-
stants, and mode values, that the command interface is likely to accept. Because
the specification is machine-readable, the fuzzer can programmatically gener-
ate valid command variants and mutate their parameters without violating the
expected command format.

3.3 Test Case Generation and Mutation

In SATFUZZ, a test case is an ordered sequence of commands rather than a
single command. This choice reflects the state-dependent nature of satellite flight
software: the effect of a command depends on the internal state established by
the commands that precede it. A command issued in isolation typically exercises
only shallow input validation, whereas the same command can reach much deeper
logic once an earlier command has initialized a module, changed a configuration
value, or allocated a resource. Many FSW behaviors are therefore reachable only
through a specific combination of commands, and a fuzzer that mutates a single
command at a time cannot expose them.

SATFUZZ generates each test case from the command syntax specification
derived in §3.2. For every command in a sequence, it selects a command type
and fills in the required fields with values drawn from the specification, so that
each command is individually well-formed and likely to pass input validation.
It then assembles these commands into a sequence, allowing later commands to
build on the state produced by earlier ones. By treating the entire sequence as
the unit of generation and mutation, SATFUZZ can construct the state-building
prefixes needed to drive the target into deep, state-dependent execution paths.

SATFUZZ produces new test cases by mutating existing seeds at two lev-
els, always preserving the command syntax so that mutated sequences remain
valid. At the parameter level, it replaces a command’s arguments with other



values allowed by the specification while keeping the command type unchanged.
At the sequence level, it concatenates coverage-increasing seeds, appends new
commands after a useful prefix, and reorders or interleaves commands to ex-
plore order-dependent behavior. Because these mutations operate on structured
commands rather than raw bytes, every generated sequence stays well-formed,
focusing the search on state-dependent behavior instead of on inputs the FSW
rejects outright.

3.4 Seed Selection and Prioritization

SaTFuzz follows the standard coverage-guided loop [9]: it maintains a seed pool
of command sequences and retains a sequence whenever it discovers new cov-
erage, measured by comparing the current execution against the accumulated
global coverage. Two aspects are specific to our setting. First, SATFUzz also
retains sequences that trigger abnormal behavior, such as crashes, hangs, or as-
sertion failures, and gives them higher scheduling priority, since such behavior is
the primary target of fuzzing. Second, when two sequences reach equivalent cov-
erage, SATFUZZ prefers the shorter one, which lowers execution cost and makes
subsequent mutations more efficient. Because the effect of a command depends
on the commands that precede it, each seed stores its full sequence, letting the
fuzzer reuse the state-building prefix in later mutations.

4 Implementation

We implemented SATFUZZ in approximately 12K SLoC of Python. Rather than
building on an existing grey-box fuzzer such as AFL [16] or AFL++ [4], we wrote
our fuzzer from scratch to retain full control over its mutation strategy, which
lets us isolate and measure the impact of each fuzzing component. The fuzzer
generates and mutates command sequences, schedules seeds, sends commands
to the target FSW, and collects coverage and failure feedback. In our setup,
cFS and C2A run in containers, while SUCHAI runs natively; in all cases, the
fuzzer drives each target through its existing command-delivery interface. For
each execution, it sends a generated command sequence and collects the resulting
coverage and failure feedback to update the seed pool.

During preprocessing, we used GPT-5.5 to analyze the target command in-
terface and extract values for grammar-preserving command generation. We pro-
vided the CodeQL-generated call graph, command manual, and relevant code,
and instructed the LLM to emit a predefined JSON format pairing each com-
mand with its parameters. The fuzzer then uses this output to construct valid
commands and mutate their parameters without breaking the command format.

5 Evaluation

In this section, we evaluate SATFUZZ to answer the following research questions.



Table 1. Numbers of commands extracted by SatFuzz, commands used for fuzzing,
and their parameter counts.

# parameters

Target Extracted Used 0 1 2 3 4 5 6 7 8 9 10
cFS 101 100" 30 36 24 8 - 1 1 - - - -
SUCHAI 64 64 19 22 16 2 -3 1 - - - 1
C2A 182 182 5 69 33 16 6 2 2 - — - -

* One cFS command was excluded because it was marked as deprecated.

— RQ1. What command specifications does SATFUZZ generate from the target
FSW, and what are their basic characteristics? (§5.2)

— RQ2. How effectively does SATFUZZ improve code coverage compared with
a state-of-the-art fuzzer? (§5.3)

— RQ3. How effectively does SATFUZZ expose bugs compared with a state-of-
the-art fuzzer? (§5.4)

— RQA4. Are any of the discovered bugs caused by deep state-dependent be-
havior? (§5.5)

5.1 Experimental Setup

We evaluated SATFUZz on cFS v7.0.0, SUCHAI v3.0.0-rc.2,* and C2A v4.5.1.
Each target was built and executed in a Docker-based environment, and SAT-
Fuzz delivered generated command sequences to the target. All experiments
were conducted on a workstation with Ubuntu 22.04.5 LTS, an AMD Ryzen
Threadripper PRO 3955WX 16-core processor, and 128 GB of RAM. We used
Docker 29.5.3 for target execution and CodeQL 2.25.5 to extract static call
graphs from the target FSW source code. For each target and fuzzer, we ran a
12-hour fuzzing campaign, measured code coverage, and collected bug-triggering
inputs.

5.2 RQ1l. Command Specification

The command specification bounds what SATFUZZ can reach: missing commands
leave handlers unreachable, while missing parameters force unstructured muta-
tion. We therefore first characterize what SATFUZZ extracts across the three
targets before evaluating its impact on coverage and bug discovery.

Table 1 shows the command specifications extracted by SATFUZz. Across
the three targets, SATFUZZ extracted all defined commands: 101 commands
from cFS, 64 from SUCHAI, and 182 from C2A. We validated the extracted
specifications with scripts and confirmed that the command names, parameter
counts, and parameter types match the target command definitions. For cF'S, we

* The exact SUCHAI revision was 3.0.0.rc-2-25-g1c59222.
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Fig. 2. Coverage comparison between AFL++ and SaTFuzz.

used 100 of the 101 extracted commands, excluding one command after confirm-
ing that it was marked as deprecated in the cF'S command list. Most extracted
commands take zero to two parameters, while a smaller number expose more
complex multi-field interfaces. These results show that SATFUZZ recovers not
only command identifiers but also the parameter structures needed to generate
fuzzing inputs across diverse FSW command interfaces.

5.3 RQ2. Coverage Improvement

We compare SATFUZZ against AFL++ [4], a state-of-the-art byte-level fuzzer,
in terms of function, line, and branch coverage on the three FSW targets. We
ran both tools for five independent 12-hour sessions on each target with an
empty seed corpus. As Figure 2 shows, SATFUZZ achieves significantly higher
coverage than AFL-++ across all targets and all three metrics, reaching 1.09—
9.06 x higher branch coverage in particular. This result shows that the command
syntax specification extracted by SATFUZZ helps the fuzzer reach command-
processing logic more effectively than byte-level mutation.

The improvement is consistent across all evaluated FSW targets. On cFS,
SATFUZZ covered 4,105 additional lines, 1,463 additional branches, and 284 ad-
ditional functions on average compared with AFL++. On SUCHAI, SaTtFuzz
covered 1,370 additional lines, 593 additional branches, and 148 additional func-
tions on average. On C2A, SATFUZZ covered 355 additional lines, 119 additional
branches, and 45 additional functions on average. These results show that SAT-
Fuzz improves not only a single coverage metric, but all measured coverage
metrics across all targets.

Inspecting where the additional coverage came from confirms that it stems
from inferring command syntax. On cFS, the gains span application execution,
event handling, and table management, along with the common service APIs
these modules call; many of the newly covered paths guard their logic with
state checks and branches that execute only for commands carrying valid identi-
fiers, parameters, and execution contexts. On SUCHAI the gains concentrate in



Table 2. Bugs discovered by AFL-++ and SaTrFuzz.

Total Discovery overlap
Target FSW AFL++ SatFuzz Both AFL++ only SatrFuzz only
cFS 0 2 0 0 2
SUCHAI 0 2 0 0 2
C2A 6 11 3 3 8

telemetry-related code, where invalid inputs are otherwise rejected before they
can update state or reach payload handling. On C2A, they appear in communi-
cation modules such as driver supervision, telemetry management, and CCSDS
telemetry-command handling, whose paths require valid command structures to
exercise. In every case, the extra coverage lies behind validation that only syn-
tactically valid commands can pass, showing that inferring command syntax is
what lets SATFUZZ reach this logic where byte-level mutation cannot.

Overall, RQ2 shows that SATFUZZz explores satellite FSW more effectively
than AFL++ by generating valid command sequences and retaining coverage-
increasing sequences as seeds.

5.4 RQ3. Bug Discovery

We next compare the bugs that SATFUZz and AFL++ discover on the three
FSW targets. We triaged every reported bug manually and counted each distinct
externally observable fault, namely crashes, hangs, abnormal termination, and
loss of housekeeping telemetry. Table 2 reports, for each target, the number of
bugs found by each fuzzer (columns 2-3) and how they split into shared bugs
and bugs unique to one fuzzer (columns 4-6). Overall, SATFUZZ finds more
than twice as many bugs as AFL++ across the three targets. Crucially, the
extra bugs are not simply more of the same: as we detail in §5.5, many are
state-dependent bugs that surface only after a specific command sequence is
issued, which AFL-++ cannot construct. These results show that command-
aware fuzzing exposes faults that byte-level fuzzing leaves undiscovered in FSW.

Columns 4-6 of Table 2 show how many bugs each fuzzer found that the
other did not. The result shows a clear advantage for SATFUZzZ. Out of 18 total
bugs, 12 were found only by SATFUZz, whereas AFL++ found only 3 bugs that
SATFUZz did not. Thus, the bug-discovery gap is not merely a difference in
total counts: SATFUZZ also dominates AFL-++ in the number of unique bugs
discovered.

We further analyzed bugs found by only one fuzzer to understand this gap.
For bugs found only by AFL++, SATFUZZ had extracted and executed the cor-
responding commands but used valid parameter values, so it did not trigger
crashes requiring malformed or out-of-range values. AFL++ could reach these
cases by corrupting individual fields through byte-level mutation. In contrast,
bugs found only by SATFUZZ required inputs much harder to obtain this way,



including specific strings, valid file or application names, and commands with
multiple well-formed parameters. These bugs were hidden behind command syn-
tax and handler-level validation, making byte-level mutation unlikely to reach
the vulnerable code. By generating commands from the extracted specification,
SATFUZZ preserves valid syntax, produces meaningful parameter values, reaches
the corresponding handlers, and exposes bugs AFL+-+ misses.

Overall, RQ3 shows that SATFUZz is more effective at finding bugs in satel-
lite FSW in our evaluation: it finds more bugs overall and more unique bugs,
including those requiring valid command construction rather than accidental
byte-level corruption. We reported the discovered bugs to the upstream project
maintainers.

5.5 RQ4. Case Study: State-Dependent Bugs

We now ask why SATFUZz finds bugs that AFL++ misses. To answer this, we
divide the discovered bugs into two classes. A single-command bug is triggered by
one command regardless of prior execution, such as unintended memory access
or divide-by-zero caused directly by command parameters. A state-dependent
bug, in contrast, requires preceding commands to place the FSW in a particular
internal state before the triggering command executes.

This distinction explains the gap between the two fuzzers. AFL++ found
only single-command bugs, all six in C2A. In contrast, every state-dependent bug
was found only by SATFUZzz. This is because such bugs require a valid command
prefix followed by a valid triggering command, whereas byte-level mutation is
unlikely to preserve both the order and syntax of the sequence.

One cFS bug illustrates this behavior. The first command enables a state in
which events are routed through the telemetry path, and the second command
changes the execution context of the telemetry consumer. Only this combined
state drives the target into an error-handling path that eventually segfaults;
neither command crashes the target alone. On C2A, one bug has a similar two-
command structure: an earlier command sets an internal variable to zero, and
a later command uses it as a modulo divisor without a zero check, causing a
SIGFPE.

These cases show why sequence preservation matters for FSW fuzzing. By
retaining coverage-increasing command sequences as seeds, SATFUZZ can reuse
state-building prefixes and expose failures that emerge only from interactions
across multiple valid commands.

6 Related Work

Stateful fuzzing has been widely studied in the context of protocol testing [1,8].
However, FSW has been largely overlooked, despite its unique characteristics
and critical role in satellite operations. Prior FSW fuzzing work shows that
command interfaces can be tested, but existing approaches do not combine au-
tomatic command-syntax extraction with coverage-guided exploration of state-
dependent command interactions.



Broberg et al. [3] applied byte-level mutation to cFS, but byte-level mutation
does not preserve FSW command syntax and often stalls before deep command-
handling logic. Gutierrez et al. [5,6] proposed command-aware random sequence
fuzzing for SUCHAI, but their approach manually extracts command informa-
tion and generates random sequences with fixed lengths. It mainly targets in-
dividual command-handler failures rather than coverage-guided exploration of
state-dependent behavior. To our knowledge, our work is the first to combine
LLM-assisted command syntax extraction with grey-box fuzzing to systemati-
cally explore state-dependent command interactions in FSW.

7 Limitations

SATFUZZ relies on the quality of the command syntax specification extracted
by the LLM. If the manual is incomplete, the source code is difficult to analyze,
or the LLM misses important parameter constraints, the generated commands
may fail to exercise some valid behaviors. Moreover, because the extracted spec-
ification tends to describe values that preserve command validity, SATFUZZ may
miss robustness bugs that require malformed or out-of-range parameter values.

Improving the precision and diversity of LLM-extracted specifications, for
example by adding boundary and invalid-value candidates, is orthogonal to our
main goal. Our focus is to show that once useful command syntax information is
available, it can guide grey-box fuzzing toward deeper command-processing and
state-dependent execution paths.

8 Conclusion

In this paper, we introduced SATFUZZ, a command-syntax-aware grey-box fuzzing
framework for satellite flight software. SATFUZz takes FSW manuals and source
code as input and produces bug-triggering command sequences as output. It
uses LLM-assisted preprocessing to extract command syntax specifications from
these inputs. Using the extracted command syntax specification, SATFUZZ gen-
erates and mutates valid command sequences while using coverage feedback to
retain sequences that explore new execution paths. We evaluated SATFUZZ on
three satellite flight software targets: NASA cFS, SUCHAI, and C2A. SAaTFuzz
achieved higher coverage than AFL+-+ on all targets. Across both fuzzers, our
evaluation discovered 18 distinct previously unknown bugs, 15 of which were
found by SATFUZz. We reported the bugs to the developers.
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